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ABSTRACT Consequentialists that value animal welfare must admit that future beings matter 

is some relevant way. But if the future matters morally, its size should dominate our moral 

concerns. In this paper, I consider two views in population ethics: person-affecting views and 

total utilitarianism. I discuss arguments between those, and examine the implications of taking 

a metanormative perspective: what to do when one is uncertain between which of these two is 

correct. I conclude that reducing the risk of astronomical amounts of suffering looks very good 

on both theories, and whether it is the best thing to do depends on some assumptions, and how 

strongly one is convinced of either theory.  
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I. Introduction 

If we want to do the most good, there are pro tanto reasons to focus on the plight of 

nonhuman animals. Many farm animals live in abominable conditions in so-called “factory 

farms.” In 2017, more than sixty billion farm animals were raised and slaughtered 

(Whittlestone, 2017), of which most lived in awful conditions. On top of that, it seems 

increasingly likely that fish are sentient (Brown, 2015), which could further increase the size 

of this moral catastrophe: more than one trillion fish were slaughtered in 2017 (Whittlestone, 

2017), of which about half were raised in fish farms. There are broadly two approaches to 

reducing nonhuman animal suffering. First, improving the welfare of nonhuman animals. 

Second, reducing the amount of nonhuman animals that live net-negative lives, or are 

otherwise immorally treated. However, both these approaches mostly target future nonhuman 

animals. This is obvious in the second approach, but it is also the case for the first. Welfare 

reforms take time, and nonhuman animals that are raised for food do not live that long. 

Broiler chickens live six to seven weeks, beef cattle lives up to two years, and fish live up to 

fourteen months. This means that most welfare initiatives target the welfare of future 

nonhuman animals rather than presently existing ones. In order to justify their position, the 

animal advocate must grant the following proposition: 

 P1:  The wellbeing of some future beings matters in some way1. 

Which future beings matter is still a matter of debate (cf. Gruen, 2017), but criteria for 

inclusion of animals could be (some degree of) sentience, capacity for having desires and 

interests, personhood, or self-awareness. However, every criterion that includes nonhuman 

animals into the moral circle necessarily includes most humans too. Such that the animal 

advocate has to grant P2. 

 P2:  The wellbeing of future humans matters in some way. 

In the rest of this article I will assume that some form of consequentialism is correct. The 

animal advocate who wants to do the most good has to argue that it is more important to focus 

on future nonhuman animals, than on future humans. Most importantly, if the consequentialist 

animal advocate grants P2, they are faced with the argument that the future of humanity (and 

morally relevant life in general) is possibly very, very large, because humanity could continue 

to exist for up to a hundred trillion years if our descendants expand to other star systems. If 

                                                           
1 This proposition is incredibly vague, but I do this on purpose, and will discuss why later. 
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that is true, most of the value of present actions consists in how it affects the chances on this 

astronomically large future materializing (Beckstead, 2013; Nick Bostrom, 2003). In these 

arguments about the long term future, nonhuman animals are often not discussed. However, 

just like humans, nonhuman animals may also exist for an extraordinarily long time, and they 

should be included in the value assessment of future states of the world. Nevertheless, the best 

actions to reduce the risk of extinction most likely do not coincide with the best actions to 

improve nonhuman animal welfare in the near future. Of all animals, humans clearly have the 

largest capacity to bring about a long and flourishing future. Besides minimizing the risk of 

human extinction, it is also important that that future is not negative in value. Thus, from P2 

follows roughly P3: 

P3: One ought to maximize the probability of a positive and long future2 

And from P3 follows: 

 P4: One ought not to focus on near future nonhuman animal welfare. 

In order to reject P4, one either has to reject P3, or reject that P4 follows from P3. The latter 

could be done, if one can convincingly argue that focusing on nonhuman animal wellbeing 

affects the long-run future roughly similarly to focusing on shaping the long-run future 

directly. I will consider this in section II briefly. In section III, I will question whether P3 

follows from P2. This requires a consideration of different views in population ethics. I will 

consider the arguments in favor of P2*: 

 P2*: The wellbeing of future beings matters morally in some relevant way that implies 

 that bringing new persons into existence cannot be good. 

As we shall see, there is plenty of peer disagreement and moral uncertainty about P2*. 

Therefore, I shall consider what one ought to do, given this uncertainty, in section IV. I will 

discuss the implications this has for the consequentialist animal advocate, and for the moral 

uncertainty literature. 

  

                                                           
2 This is very similar to a rule of thumb for consequentialists given by Bostrom (2013, p. 19), the maxipok rule: 

“Maximize the probability of an ‘OK outcome’, where an OK outcome is any outcome that avoids existential 

catastrophe.” Bostrom understands both a non-positive and a short future as existential catastrophes.  
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II. Empirical reasons to focus on nonhuman animal welfare 

If one ought to maximize the probability of a positive and long future, can focusing on 

nonhuman animal welfare be a good, or even the best, strategy? In this section I briefly 

consider some scenarios, and conclude that it is unlikely. However, everything in this section 

is speculative and should not be taken as a definite conclusion against rejecting P4 follows 

from P3. 

There is the possibility that the quantity of nonhuman animals rises linearly, or even 

exponentially, with the quantity of humans. If their lives are net-negative on average, this 

greatly reduces the value of the long-run future and makes the long-run future possibly 

negative in value. Similarly, if their lives are not net-negative on average, but still much 

worse than they could be, there are reasons to make sure this welfare is higher in the future.  

In which case would the quantity of nonhuman animals rise with the quantity of humans? It 

seems unlikely (<10%) that a space colonizing civilization still uses factory farming to obtain 

nutrients. Plants are both more calorie-efficient and less biologically complex, which makes 

plants more adaptable to alien environments (with e.g. lower gravity, different atmosphere). 

Furthermore, meat grown from stem cells could replace meat by slaughter and be identical or 

superior on every aspect (e.g. taste, resource efficiency, land requirements). Thus, reducing or 

abolishing factory farming will likely not have a large impact on future nonhuman animal 

welfare. This scenario seems even less likely when one has a high credence in that our 

descendants will be non-biological entities. 

It is more likely that humans will engage in terraforming, transforming planets to improve 

their habitability. This could create a supportive ecology for humans to benefit from. This 

ecology will likely have nonhuman animals, and if there is net suffering in the wilderness, this 

reduces the total value of the long-run future. Therefore, even on unrestricted views it may be 

important to research the suffering of wild animals and which animals are morally significant. 

However, this research can most likely also be done after the risk of human extinction has 

been mitigated. 

There is also the possibility that focusing on nonhuman animals can reduce the risk of human 

extinction. Animal agriculture is a substantial contributor to climate change, and may increase 

the chance of extreme (beyond 5°C, Xu & Ramanathan, 2017) climate change. However, if 

this would be the support for focusing on near term nonhuman animal welfare, then one has to 
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argue that extreme climate change is the easiest existential risk to reduce, that it would not be 

reduced otherwise, and that reducing/abolishing factory farming is the most effective way to 

mitigate this risk.  

All in all, I believe that the points made in this section give enough reason to not reject P4, 

and that if one wants to reject P4 without rejecting P3, one needs to address the arguments 

above. In the next section, I will discuss whether P3 can be rejected, and on what grounds. 

 

III. Moral reasons to focus on nonhuman animal welfare 

Assuming some form of consequentialism, in order for near-term animal welfare to be the 

most pressing concern, the correct moral theory should be different from unrestricted views 

such as Total Utilitarianism. Unrestricted views do not distinguish between value (e.g. utility) 

gained by benefitting existing persons, and value gained by creating new persons with 

positive lives. 

III.1 Person-Affecting Views (PAV’s) 

Person-Affecting Views hold that it is bad to create negative lives, but not good to create 

positive lives. If this type of view is correct, then there is reason to focus on preventing lives 

with negative wellbeing or improving the lives of beings that will exist in the future, rather 

than increasing the amount of beings with a positive wellbeing that will exist in the future. 

Most discussion of PAV’s concerns humans. However, when I speak of “persons”, or 

“people”, I am referring to beings who have moral status. Although I am not making any 

claim about which beings those are, I will assume that the most common farm animals, 

chickens, pigs, and cattle, are included.  

There are many different Person-Affecting Views (PAV’s), which differ significantly from 

one another. However, all views want to capture at least the following intuitions: something is 

only good when it is good for someone, something is bad only when it is bad for someone, 

and the goal of ethics should be to “make persons happy” and not “make happy persons.” A 

further notion often involved in PAV’s is asymmetry: “We have no moral reasons to create 

people with positive welfare, other things being equal, but we have reasons not to create 

people with negative welfare, other things being equal” (Arrhenius, 2000, p. 115).  

Arrhenius (2000) categorizes PAV’s in four categories:  
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View Privileged group Matters more than 

Presentism presently existing people non-present people 

Actualism people that (will) actually exist non-existent people 

Neccesitarianism people that (will) exist 

irrespective of our choice 

people that exist contingent on 

our choices 

Comparativism people that exist in both compared 

outcomes 

people that exist in only one of 

the outcomes. 

Table 1. Overview of different person-affecting views 

Whether the privileged group matters more or is the only group that matters is determined by 

whether the view is strict or moderate. Whereas strict PAV’s do not give any moral weight to 

“extra” persons (those in the right column), moderate views give less weight to “extra” 

persons than to privileged persons (Beckstead, 2013). 

II.2  Arguments in favor of PAV’s 

A main advantage of PAV’s is that they mostly avoid the Repugnant Conclusion (originally 

from Parfit, 1984). They are able to reject RC: 

 RC: It is not bad to reduce the wellbeing of existing individuals if it is compensated 

 by bringing into existence a large enough number of lives that are just barely worth 

 living. 

However, some philosophers bite the bullet that RC is not so repugnant and is oddly framed 

as “just barely worth living” instead of a life “still worth living” (Boonin, 2014). Nonetheless, 

PAV’s capture some strongly held intuitions considering tradeoffs of present people’s 

wellbeing against possible people’s wellbeing. Rejecting PAV’s requires rejecting that these 

intuitions reflect moral truths. Which position one takes often depends partly on how 

seriously one takes intuitions as reasons in favor of a moral theory. The more strongly one 

values intuitions as moral reasons, the more likely one is to accept PAV’s relative to 

unrestricted views. Just to drive the intuitions in favor of PAV’s home, take the following 

case.  

Suppose a state of affairs I where there are two equally large groups A and B, where A has 

roughly twice the wellbeing of B. There is the possibility to change I into II. In state II, the 

well-being of A is almost halved, group B is painlessly killed and replaced by a group C that 

is as happy as group A was. There is no cost to changing the situation. The total utility is 
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slightly higher in state II, yet many people died, and other people were seriously harmed. 

Sure, a new group benefited, but they would otherwise not have existed. To many people, we 

should not change I into II, yet this is hard to support when one rejects PAV’s in favor of an 

unrestricted view, because II has more utility than I. 

 

Figure 1. Harm A and Replace B. 

In the context of nonhuman animal husbandry, PAV’s seem to have an even stronger ground, 

because it is able to reject the following nonhuman animal variant of the Slave Child3: 

Logic of the Larder: it is morally permissible or even obligatory to kill animals, 

provided that the animals have lives worth living, and the animals would not otherwise 

have existed (Višak, 2013).  

Again, for this argument to work one needs the intuition that it is actually morally 

impermissible to treat nonhuman animals this way.4 Nonetheless, if one does have this 

intuition, PAV’s can account for this on moral grounds. Unrestricted views such as total 

utilitarianism can reject animal husbandry only when at least one of the above conditions 

(lives worth living, or counterfactual existence) are not satisfied. 

III.3  Arguments against PAV’s 

It is difficult to argue against person-affecting views in general, because there are so many 

versions of it by different authors. Nonetheless, there are some strong arguments against it. 

The first is that it requires asymmetry, and asymmetry has some undesirable implications. The 

                                                           
3 In the Slave Child, a child with a net positive wellbeing is only conceived to live as a slave. If a slave was not 

needed, the child would not have existed. Still, to many people this seems wrong. See (Kavka, 1982). 
4 One can reject factory farming without rejecting Logic of the Larder, by asserting that current farm practices do 

not give nonhuman farm animals lives worth living. 
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asymmetry stems from the argument that a life worth living is not better than non-existence, 

because if the person had not existed, there was no one for it to be worse for. Hence, no 

person was affected by not being brought into existence. However, this is problematic. The 

same line of argument should work the other way around: a life not worth living is not worse 

than non-existence, because if the person had not existed, there was no one for it to be better 

for. Thus, the defendant of PAV needs to offer a reason why the first line of argument is valid, 

but the second is not. Furthermore, if bringing about bad lives is morally bad, but bringing 

about good lives is not good, then any chance that a life will be bad should be a decisive 

reason against bringing about that life, because it is bad in expectation (Beckstead, 2013). 

The second argument is theoretical: namely that PAV’s violates transitivity. This is discussed 

at length in Temkin (1987).5 Roughly speaking, transitivity concerns comparisons between 

alternatives, such that if one knows the relation between A and B, and between B and C, one 

can infer the relation between A and C. Take for example the case of Mere Addition 

(originally from Parfit, 1984). 

 

Figure 2. Case of Mere Addition. In A+, the same population exists as in A, but a population with lower being is 

merely added to the existing population (Temkin, 1987). 

The height of the column indicates the total quality of life of persons. The width indicates the 

amount of persons with that quality of life. If A is the current state, and B and A+ are possible 

future states, then PAV’s say that, with respect to utility, A+ is not worse than A (currently 

existing people are not affected, and some lives worth living are added), that B is worse than 

                                                           
5 A criticism of Temkin’s views can be found in (Norcross, 1999), and a response to that in (Temkin, 1999). 
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A (currently existing people’s wellbeing is decreased), and that A+ is worse than B.6 This is 

clearly intransitive. Temkin (1987, Section III) argues that although it seems radical to accept 

that “betterness, all things considered” is intransitive, there are strong reasons to believe that 

some notions relevant to our moral judgments are essentially comparative (EC). EC means 

that how good or bad something is depends on what it is compared to, instead of merely 

intrinsic aspects. Temkin offers inequality as an example (borrowed from Parfit, 1984): 

inequality such as in A+ is bad if the worse off are victims of the better off group that take 

advantage of them, but it is not bad if the worse off group had otherwise not existed, and if no 

redistribution of well-being is possible. 

Thus, Temkin sees three options: reject that moral judgments must be transitive, reject that 

moral judgments are sometimes essentially comparative, or reject Arrow’s Independence of 

Irrelevant Alternatives Principle. In his conclusion, Temkin describes a phenomenon that is 

common in population ethics, strong uncertainty about what is right (1987, p. 186): 

 I am in the disturbing position of failing to see how to reconcile three deeply held 

 views, but am loath to give any of them up. And I believe that, on reflection, many 

 others will also find themselves in this position. If, in the end, at least one of the three 

 views must be given up, which one(s) should go? I do not know. Much more work 

 needs to be done to answer that question. However, I am confident that, for many, to 

 give up any of the three views would require a major shift in their practical and moral 

 reasoning. In fact, I suspect it would fundamentally alter their very conception of 

 practical and moral reasoning - perhaps of rationality itself.  

Given this strong uncertainty, what ought one to do? 

IV. Advice from metanormativism 

In this section, I shall approach the problem from the perspective of metanormativism, as 

described by MacAskill (2014, p. 2): “[it is] the view that there are second-order norms that 

govern action that are relative to a decision-maker’s uncertainty about first-order normative 

claims.” One problem looms: there is no consensus yet about what the right second-order 

norms are, no author thinks their account is flawless, and we cannot appeal to third-order 

norms about how to deal with uncertainty about the right second-order norms. Therefore, one 

                                                           
6 It should be noted that not on every PAV A+ is worse than B, but Temkin wrote before different PAV’s were 

distinguished from each other. Strict views may hold that, even though A+ and B are both fully comparable with 

existing state A, B and A+ are incomparable with each other. This, however, also seems to imply intransitivity. 
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might think we best ignore the moral uncertainty literature until some sort of consensus has 

emerged. However, this is in itself an appeal to a third-order norm: when uncertain about the 

right second-order norms, just ignore them and go with the first-order normative claims that 

one prefers. I will not do this. Instead, I will examine the problems that arise when trying to 

apply some second-order norms to the problem at hand. 

IV.1 Maximize expected choice-worthiness 

One major insight from the moral uncertainty literature is that the ordinal and cardinal 

information matters from all moral theories a decision maker has credence in. For example, 

consider two theories: one has a 51% credence in 𝑇1 and 49% credence in 𝑇2 and there are 

only two options. Even if 𝑇1 slightly favors option A over option B, if option A is terribly 

wrong according to 𝑇2, it seems better to not run the risk of choosing A and being wrong. One 

metanormative theory that takes this information into account is maximize expected choice-

worthiness (MEC), in which choice-worthiness means the ordering of options after all morally 

relevant information has been taken into account (MacAskill, 2014). If all moral theories 

considered have cardinal rankings, then the expected choice-worthiness of an option is the 

sum of: choice-worthiness according to a theory times the credence in that theory, for every 

theory one has any credence in. In the rest of this section I shall assume that the considered 

theories all provide cardinal rankings, which I believe is not a strange assumption to make of 

consequentialist theories. 

The rest now seems clear: consider all the relevant options, determine the credences in the 

different theories, assess the values of the options in the different theories, and then choose 

the option the highest expected choice-worthiness. I will do this, and we shall see that some 

problems arise. 

Options. There are many options available that look good on either PAV’s, unrestricted 

views, or both. I will consider only three. 

A. Work to speed up, or increase the chances of, the abolition of factory farming. 

B. Reduce the risk of human extinction with targeted interventions. 

C. Reduce the risk of a long term future that is negative in value  

(I will refer to this as “suffering risk”).  

Distributing credences across theories. For the sake of simplicity, I will only consider the two 

theories I have the highest credence in: 𝑇1, a strict asymmetric actualist utilitarian Person-



10 
 

Affecting View, and 𝑇2, Total Utilitarianism. The differences between these views primarily 

consist in accepting or rejecting P2*. 

 P2*:  The wellbeing of future beings matters morally in some relevant way that 

  implies that bringing new persons into existence cannot be good. 

More specifically, 𝑇1 asserts that bringing new persons cannot be good, but if new persons are 

brought into existence, their wellbeing should at least be neutral. It is very difficult to assign 

credences to these views, and it would not be valid to assign equal credences to each theory 

purely because these are the only considered options.7 However, I shall proceed as if my 

credences in these theories are of equal strength, because I have surveyed most of the 

arguments for both theories and am yet undecided between them. 

Assess the values of the options according to the different theories. Rather than the objective 

value of all three options considered, the values denoted here are only relative to each other.  

A: This option has a slightly higher value on 𝑇2 than on 𝑇1, for the small reduction in the 

chance of a future full of suffering. More importantly, on both theories A is orders of 

magnitude less good than reducing suffering risks.  

B and C: Human extinction risk reduction has very different values on the different theories. 

On 𝑇1, if the future is not negative, a reduction of 1% is worth roughly 1% of lives existing 

just before the moment of extinction (excluding the suffering that could be induced by an 

extinction)(Bostrom, 2003).8 On 𝑇2, a 1% reduction means a 1% higher chance on an 

astronomically large future. For this to be good in expectation, the probability that the future 

is positive must be larger than the probability that the future is negative in value.  

The question remains how much suffering risk can be reduced by the same effort needed for 

1% of extinction risk reduction, and how much suffering risk reduction is worth compared to 

extinction risk reduction. I cannot answer this with any accuracy. However, it seems plausible 

that suffering risk reduction is of the same order of magnitude as extinction risk reduction; 

                                                           
7 That would be subject to the problem of theory-individuation, a point made in (MacAskill, 2014). In short, I 

could consider one version of Total Utilitarianism, and four versions of Person-Affecting Views, such that my 

credences in PAV’s in general are 80% versus 20% in Total Utilitarianism, even though my evaluations of these 

theories has not changed one bit, and the same thing can be done vice versa with multiple total utilitarian 

theories and only one PAV. 
8 This point is complicated further if one agrees with Bostrom (2003) that there is a non-negligible probability 

that currently existing persons will live for very long, and thus reducing the risk of extinction is very good for 

them, on expectation. 
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Assume the future is + 1 billion utilons when positive, and – 1 billion utilons when negative, 

then on 𝑇2: 

Value of 1% extinction risk reduction, given a positive future  = 10 million utilons 

Value of 1% extinction risk reduction, given a negative future = -10 million utilons 

Value of 1% suffering risk reduction     = 10 million utilons 

On 𝑇1, the ratios become very different: 

Value of 1% extinction risk reduction, given a positive future  = very small 

Value of 1% extinction risk reduction, given a negative future = -10 million utilons 

Value of 1% suffering risk reduction     = 10 million utilons 

Here we reach a somewhat counterintuitive conclusion: on Person-Affecting Views, reducing 

the risk of extinction has a very negative expected value, unless one estimates the probability 

of a negative future as very low, which, given our cluelessness about our long term future, 

seems unwarranted. This is the result of asymmetrical PAV’s. This can be taken as an 

argument against extinction risk reduction, or against PAV’s. Beckstead (2013, p. 87) takes it 

in the latter way, in a case he calls The Anti-Biotic Explorers, in which space explorers need 

to destroy planets on which there would probably develop intelligent life, because some 

beings would have negative lives.  

Calculate the expected choice-worthiness of each option and select the highest ranked option.  

If we take the above estimates seriously, then the expected choice-worthiness for different 

options would look like Table 2. Reducing suffering risks comes out on top in both theories, 

and that is reflected in the absolutely highest expected choice-worthiness of B. 

 A 

Speed up abolition 

of factory farming 

B 

Reduce suffering 

risks 

C 

Reduce extinction 

risks 

𝑇1 (PAV) 100 1,000,000 -999,950 

𝑇2 (TU) 105 1,000,000 1,000,000 

    

Expected Choice-

worthiness (50/50) 

102.5 1,000,000 25 

Table 2. Example 1 of a calculation of expected choiceworthiness. 
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However, we see in Table 3 that our calculation is highly subject to our assumptions. If we 

change our credences in the two theories to 25% in the PAV and 75% in Total Utilitarianism, 

and revise our estimate so that extinction risk reduction is twice as easy as suffering risk 

reduction, then the superiority of B disappears. 

 A 

Speed up abolition 

of factory farming 

B 

Reduce suffering 

risks 

C 

Reduce extinction 

risks 

𝑇1 (PAV) 100 1,000,000 -1,999,950 

𝑇2 (TU) 105 1,000,000 2,000,000 

    

Expected Choice-

worthiness (25/75) 

103 1,000,000 1,000,012.5 

Table 3. Example 2 of a calculation of expected choiceworthiness. 

 

IV.2 Implications for the object-level problem 

If we look at the two tables, it seems very likely that A is not the top choice for 

consequentialist theories. Furthermore, it seems a little more likely that B is more choice-

worthy than C, than vice versa. However, it is unclear how to compare abolishing factory 

farming with suffering risks more precisely, because there is a lot of empirical uncertainty 

involved. The long-term future seems to greatly outweigh the near-term because of the 

differences in size. At very low probabilities of a positive effect – that is, when it is extremely 

difficult or unlikely to reduce these risks – there is the problem of Pascal’s Mugging 

(Bostrom, 2009). It would be valuable to answer “roughly how difficult is it to reduce 

suffering or extinction risks?” and if it is extremely difficult, we would also need an answer to 

how to deal with Pascal’s Mugging situations. 

Estimates of the size of the future (in terms of duration and morally relevant beings alive) are 

relevant. The larger one expects the future to be, the more important it becomes to reduce the 

risk of extinction on 𝑇2, but it does not affect the value assessment on 𝑇1. Moreover, the larger 

one expects the future to be, the more important it becomes to reduce suffering risks, on both 

theories. Furthermore, suffering risk reduction becomes more valuable the lower the risk of 

extinction becomes, because P(suffering) = P(suffering | non-extinction) * P(non-extinction), 

and P(non-extinction) = 1 – P(extinction). 

There may be other reasons than expected choice-worthiness that should affect our judgment. 

For example, Bostrom (2013) makes the point that preventing extinction gives us flexibility 
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and time to figure out what the best options are. Provided that we can reduce the risk of 

extinction without doing things that eliminate our chances of a very good future, there are 

good reasons to first reduce the risks of extinction. Secondly, I have so far been neutral about 

which agent faces this choice, other than that they care about the wellbeing of nonhuman 

animals. For those seeking to spend their money most effectively, the long-termism space 

could probably use extra funds for further analysis. For those seeking to make a career 

decision: not everyone is equally good, and for some people at some point the marginal value 

of working to abolish factory farming is higher than the marginal value of working to reduce 

these future risks, especially when extra people make it harder to select top-performers, or 

impede good communication. 

IV.3 Implications for moral uncertainty literature 

As we have seen, our expected choiceworthiness calculations are very sensitive to the 

assumptions that need to be made. First off, we have no idea whether the future will be 

positive or negative, given that we exist. This is also highly subject to our own actions that we 

can do either now or in the future. One might respond that this is not a problem, and that 

orthodox Bayesianism requires agents to have precise credences. However, given the amount 

of nature of considerations relevant to answering whether the future is positive or negative,9 I 

believe our uncertainty in this case is too deep for precise credences, and imprecise credences 

could be an alternative approach (cf. Romeijn & Roy, 2014). The implications of imprecise 

credences for moral uncertainty is worthy of further philosophical investigation. It is possible 

that they would imply that more actions become permissible, or that some actions have 

indeterminate status. 

Even though I have not arrived at a robust advice, this should not be taken as a strike against 

the applicability of metanormativism in general. Rather, it shows the challenge of ethics and 

that much progress can also be made in the moral uncertainty literature. 

V. Conclusion 

In this paper, I have followed the argument that because consequentialist animal advocates 

value future beings, their concerns should be dominated by what will happen in the long term. 

Although I have only considered a limited range of theories, both these theories agree on one 

                                                           
9 For example: what are the criteria for moral considerability? Which beings satisfy these criteria? What is the 

average well-being of these beings? What are the chances of negative states of the world being irreversible?  
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thing: it would be very bad to create a future world full of suffering. In section II, I have given 

some reasons to believe that suffering risks are best reduced by focusing on human factors, 

but this should be investigated further. I have discussed some reasons that affect the credences 

between the two theories. As in common in population ethics, both theories have 

counterintuitive implications. However, I have not used a formal approach to transform the 

arguments into credences. As we have seen, it depends on how convinced one is of total 

utilitarianism whether one favors reducing the risk of extinction or the risk of future suffering. 

Besides the moral uncertainty that we face, there is still large uncertainty about empirical 

issues such as how large the risks are of the various negative scenarios, and how tractable it is 

to work to reduce either of them. 
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